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Abstract—General purpose programming on the graphics
processing units(GPGPU) has received a lot of attention in
the parallel computing community as it promises to offer a
large computational power at a very low price. GPGPU is
best suited for regular data parallel algorithms. They are not
directly amenable for algorithms which have irregular data access
patterns such as convex hull, list ranking etc. In this paper,
we present a GPU-optimized implementation for finding the
convex hull of a two dimensional point set. Qur implementation
tries to minimize the impact of irregular data access patterns.
Our implementation can find the convex hull of 10 million
random points in less than 0.2 seconds and achieves a speedup
of up to 14 over the standard sequential CPU implementation.
We also discuss some of the practical issues relating to the
implementation of convex hull algorithms on massively multi-
threaded architectures like that of the GPU.

I. INTRODUCTION

The advent of General Purpose Computing on the GPU
(GPGPU), has placed GPUs as a viable general purpose co-
processor. The GPU architecture fits the data parallel com-
puting model best, with a single processing kernel applied
to a large data grid. The cores of the GPU execute in a
Single Instruction, Multiple Data (SIMD) mode at the lowest
level. Many data parallel algorithms have been developed
on the GPU in the recent past [4], including FFT [15] and
other scientific applications [16]. Primitives that are useful
in building larger data parallel applications have also been
developed on the GPUs. These include parallel prefix sum
(scan) [19], reduction, and sorting [27]. Regular memory
access and high arithmetic intensity are key to extracting
peak performance on the GPUs. However, there are several
important classes of applications which have either a low
arithmetic intensity, or irregular data access patterns, or both.
Recent efforts are directed towards arriving at efficient imple-
mentations of irregular applications such as list ranking [26]
and graph algorithms [22]. Finding the convex hull of a set
of points is another such typical problem that has irregular
memory access patterns and sequential dependencies.

The convex hull of a set @ of points is the smallest convex
polygon P for which each point in ) is either on the boundary
of P or in its interior. The portion of the convex hull which
is below (above) the line joining the leftmost points and
rightmost points is called lowerhull (upperhull). Convex hull
[7] is one of the fundamental structures in computational
geometry. One of the reasons that make convex hull of a point
set an important geometric structure is that it is one of the
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simplest shape approximations for a given set of points. Other
problems in computational geometry like Delaunay triangu-
lation, Voronoi diagrams, halfsapce intersection, etc. can be
reduced to the convex hull. The problem of finding the convex
hull also finds its practical applications in pattern recognition,
operations research, design automation: references [12], [13],
[28] just to cite a few discuss some interesting applications in
these areas. Given the importance of the problem, it is essential
that a fast and scalable implementation for the convex hull
on modern architectures such as the GPU is available. Such
an implementation has the scope to enable high performance
implementations for other computational geometry problems
such as those mentioned earlier.

Our implementation for the convex hull on the GPU
achieves a speedup of up to 14 over a standard sequential
CPU implementation and is highly scalable. For instance, we
can find the convex hull of a 10 M sized two-dimensional
data set in about 0.2 seconds. Our work can thus lead to
efficient implementations of other important algorithms in
computational geometry on GPUs.

A. Related Work

There have been several parallel algorithms for the convex
hull problem. In the fine grained parallel setting, algorithms
have been described for many PRAM models including the
CRCW PRAM [1], the CREW PRAM [5] models. How-
ever, it should be noted that the PRAM model is a purely
algorithmic model and ignores several factors such as the
memory hierarchy, communication latency, and scheduling,
among others. Hence, PRAM algorithms may not immediately
fit novel architectures such as the GPU.

Some of the popular parallel PRAM algorithms for convex
hull are [20], [3], [25], [1], [5]. Of these, the quick hull
algorithm is similar to the divide and conquer algorithm [25],
[20]. However, the sub-problems formulated by quick hull
are independent because no further merging of solutions is
required. Hence, we have used this algorithm for developing
an efficient parallel implementation on GPU.

M.Diallo [10] discusses a scalable parallel algorithm for
building the convex hull on coarse grained multicomputers [9]
which require time O(nlogn/p + Ts(n,p)), where Ts(n, p)
refers to the time of a global sort of n data on a p processor
machine. In [6], the authors presents a parallel algorithm for
computing the convex hull, realized using the Bulk Synchronus
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Parallel (BSP) model and which takes O(nh/p) time, where
p is the number of processors, h the number of vertices of the
convex hull and n is the problem size.

Some of the other algorithms are the gift-wrapping and
Jarvis march algorithm [21] which has a time complexity of
O(nh), KirkpatrickSeidel algorithm [23] which has a time
complexity of O(nlogh) where n is the number of points
in the set and h is the number of points on the hull. These
algorithms are not good candidates for developing efficient
parallel implementation.

B. Our Results

Despite the fundamental nature of the convex hull problem,
we are not aware of any fast and scalable implementation for
the convex hull on modern architectures such as the GPU. In
this paper, we arrive at such a fast and scalable implementation
on the GPU to find the convex hull of a set of two-dimensional
points.

Our implementation is based on the quick hull algorithm
[3]. We modify the quick hull algorithm so as to adapt it
to the architecture and programming model of the GPU. We
also perform extensive experiments of our implementation. We
consider three different data sets namely, UNIFORM, NOR-
MAL, and PARABOLA. The UNIFORM and the NORMAL
data sets are generated by choosing points according to the
uniform and a normal distribution.

The PARABOLA data set contains point sets where each
point is on the convex hull. The speed-up on these data sets
ranges from 11-16. Our implementation can find the convex
hull of a 10 M sized two dimensional point set selected
uniformly at random in less than 0.2 seconds.

C. Organization of the Paper

The rest of the paper is organized as follows. In Section
II, we briefly discuss the GPU architectural the programming
model. Section III discusses our implementation of the quick
hull algorithm on the GPU. Section IV discusses the results
of our experiments. The paper ends with some concluding
remarks in Section V.

II. GPU ARCHITECTURE AND CUDA

Nvidia’s unified architecture (see also Figure 1) for its
current line of GPUs supports both graphics and general
computing. In general purpose computing, the GPU is viewed
as a massively multi-threaded architecture containing hundreds
of processing elements (cores). Each core comes with a
four stage pipeline. Eight cores, also known as Symmetric
Processors (SPs) are grouped in an SIMD fashion into a
Symmetric Multiprocessor (SM), so that each core in an SM
executes the same instruction. The GTX280 has 30 such SMs,
which makes for a total of 240 processing cores. Each core
can store a number of thread contexts. Data fetch latencies
are tolerated by switching between threads. Nvidia features a
zero-overhead scheduling system by quick switching of thread
contexts in the hardware.

The CUDA API allows a user to create large number of
threads to execute code on the GPU. Threads are also grouped

into blocks and blocks make up a grid. Blocks are serially
assigned for execution on each SM. The blocks themselves
are divided into SIMD groups called warps, each containing
32 threads on current hardware. An SM executes one warp at
a time. CUDA has a zero overhead scheduling which enables
warps that are stalled on a memory fetch to be swapped for
another warp.

The GPU also has various memory types at each level. A
set of 32-bit registers is evenly divided among the threads
in each SM. 16 Kilobyte of shared memory per SM acts as
a user-managed cache and is available for all the threads in
a Block. The GTX 280 is equipped with 1 GB of off-chip
global memory which can be accessed by all the threads in
the grid, but may incur hundreds of cycles of latency for each
fetch/store. Global memory can also be accessed through two
read-only caches known as the constant memory and texture
memory for efficient access for each thread of a warp.

Computations that are to be performed on the GPU are
specified in the code as explicit kernels. Prior to launching
a kernel, all the data required for the computation must be
transferred from the host (CPU) memory to the GPU global
memory. A kernel invocation will hand over the control to
the GPU, and the specified GPU code will be executed on
this data. Barrier synchronization for all the threads in a block
can be defined by the user in the kernel code. Apart from
this, all the threads launched in a grid are independent and
their execution or ordering cannot be controlled by the user.
Global synchronization of all threads can only be performed
across separate kernel launches. For more details, we refer the
interested reader to [24].

III. QUICKHULL ON THE GPU

Algorithm 1 lists the sequential version of the quickhull
algorithm [3]. It proceeds by first finding the leftmost and
rightmost points in the input. These points are guaranteed to
lie on the convex hull. The given input is then partitioned into
two disjoint sets: the points which lie above the line joining the
leftmost and rightmost points and the points which lie below
this line. The convex hull of the original set of points is the
union of hulls of these two sets. The hull of each set of points
is calculated by first finding the point, say C, which is farthest
from the line joining extreme points in the set and adding it
at the appropriate position to the output and then partitioning
this set into two disjoint sets based on the x co-ordinate of
C. Applying this procedure recursively on these two sets, see
lines 15 and 16 in Algorithm 1, will give the final result.

To proceed further, we now aim to parallelize Algorithm 1
and describe it in a high-level model such as the PRAM. Al-
gorithm 2 lists the parallel version of the quickhull algorithm.
Each element of L contains four fields namely z, y, label and
distance. The label of the element represents the partition to
which it belongs and distance represents the perpendicular
distance of the element on the line joining the extreme points
of the partition. Step 1 finds the perpendicular distances of the
points in L using their label values. Step 5 finds the point with
the maximum perpendicular distance in each partition and the
result will be stored in array M. A scan [19] on M will be
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Algorithm 1 Sequential 2D Quickhull Algorithm

Algorithm 2 Parallel 2D Quickhull Algorithm

Input:Array L containing input points. Each element of L has 4
fields namely z,y

Output:Array R containing the points on the convex hull.

1: procedure QUICKHULL(L, R)

2 Find A(B) leftmost(rightmost) point in L.

3 AB divides the remaining points into S; and So.

4 S1(S2) are points in S that are above(below) AB.

5: FindHull(S1, A, B, R).

6 FindHull(S2, B, A, R).

7: end procedure

8: procedure FINDHULL(S, P, Q, R)

9: if S has no point return.

10: Find the farthest point in S, say C, from segment PQ.
11: Add point C to R at the location between P and Q).

12: P, @ and C partition S into Sp, S1, and Ss.

13: /I where Sy are points inside APCQ and S1(S2)

14: /I are points below the oriented line from P(C) to C'(Q)
15: FindHull(S1, P, C, R).

16: FindHull(S2, C, Q, R).

17: end procedure

done for placing the newly discovered points on the hull in
their appropriate positions. Step 9 removes the points which
are guaranteed to be not lying on the convex hull. Steps 10-13
will create the new partitions based on the x co-ordinate of
the newly discovered points on the hull.

The parallel convex hull algorithm can be analyzed in
PRAM model as follows. In each iteration, on an average
half of the points will be removed. Each iteration takes
O(nlogp/p) time. Hence the expected run time is captured
by the recurrence relation 7'(n) = T'(n/2) + O(nlogp/p),
which has a solution of O(nlogp/p). Similarly the work per-
formed by the algorithm has the recurrence relation W (n) =
W (n/2) + O(n) which has a solution of O(nlogn).

A. CUDA Implementation

In this section, we discuss some implementation issues
while implementing the Quickhull algorithm on the GPU.
Implementing the parallel Quickhull algorithm on the GPU
is challenging for the following reasons: programs executed
on the GPU are written as CUDA kernels. They have their

Input:Array L containing input points. Each element of L has four
fields namely z, y, label and distance.
Output:Array R containing the points on the convex hull.
1: Find A(B) left(rightymost point in L using reduce.
2: Add A and B to R.
3: repeat
4 for each point P in L do in parallel
5: // X and Y are the leftmost and rightmost
6: // points of partition to which P belongs.
7: X is point in R located at index P.label.
8: Y is point in R located at index P.label + 1.
9: Calculate P.dist as the L distance of P on XY

10: end for

11: /I Segmented scan is used as points in L are sorted
12: // based on label values and points having same label
13: /I value represents one distinct segment.

14: Do segmented scan (using max operator) on L.

15: Save the result of above step in array M.

16: Update R using M and scan.
17: Mark the points in L having negative L distance.

18: Remove the marked points in L using scan.

19: for each distinct label [ in L do in parallel

20: @ be the point with label [ in M.

21: Partition the points with label [ using @) as pivot.

22: end for
23: Update the labels of points in L.
24: until no new point added to R

own address space on the GPU’s instruction memory, which is
not user-accessible. Moreover, CUDA doesn’t support function
recursion. Also, each step of the algorithm requires complete
synchronization among all the threads before it can proceed.
These challenges are tackled in our implementation, which is
discussed in the rest of this section.

All operations that are to be completed independently are
arranged in kernels. Global synchronization among threads can
be guaranteed only at kernel boundaries in CUDA. This also
ensures that all the data in the global memory is updated before
the next kernel is launched. Since all phases of the algorithm
require a global synchronization across all threads (and not
just of those within a block) we implement each phase of the
algorithm as a separate CUDA kernel. We follow NVIDIAs
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Fig. 2. Execution of quickhull

guidelines to keep the block size as 512 threads per block to
ensure maximum occupancy.

We first write the parallel algorithm as a sequence of simple
parallelizable steps and discuss implementation issues on an
architecture such as the GPU. Algorithm 2 will calculate only
lowerhull of the input. In order to calculate the upperhull
simultaneously, we slightly modified the first iteration of the
algorithm. In the first iteration, instead of removing the points
with the negative perpendicular distance, we appended the
points to the input array because these points are the super
set of the points on the upperhull. We had also kept an extra
marker for each point which will help us in differentiating
the problems of upperhull and lowerhull. The marker value
for a point is -1 if it belongs to the upperhull problem and it
is +1 otherwise.

The leftmost and rightmost points in the given input L are
calculated using reduce operations. The first kernel is launched
with n/512 blocks each of which calculates the perpendicular
distance of the point assigned to it on the line joining the
extreme points(located in array R) of the partition(given by
label value) to which the current point belongs. In this kernel,
we will load the required portion of R into shared memory
at the beginning so that number of global accesses will be
reduced because points are sorted by their label values and
hence most of the consecutive points will have same label
values. This kernel will update the array of L.dist values.

The second kernel is launched with n/512 blocks which
performs the segmented scan [11] with maxz operator on
L.dist array by treating each partition as a separate segment.
Step 16 is accomplished using 2 kernels and one scan. The first
kernel is launched with n/512 blocks to locate the partitions in
which new points that lie on the convex hull are discovered.
A scan is performed on the output of the above kernel to
calculate the indices of the newly discovered points in array
R. The third kernel is lanced with sizeof(R)/512 blocks to
update array R using the output of scan.

Steps 17-18 are accomplished using two kernels and one
scan in a similar fashion. The first kernel is launched with
n/512 blocks to mark the points in L which are having
negative perpendicular distance because they are guaranteed

to be not lying on the hull. A scan is performed on the output
of the above kernel and this result is used by the second kernel
to compact the array L. As mentioned in the above paragraph,
if this is the first iteration, then the points with a negative
perpendicular distance will be appended to the new L array.

Steps 19-21 are accomplished using four kernels and two
scans. The first kernel is launched with n/512 blocks and
it marks the points (by setting P.flag) which should get
distributed to the left of the point with maximum perpendicular
distance(Q). A scan is then performed on the array L. flag to
calculate the new positions of the marked points. The result of
the scan is used by the second kernel to update the positions
of points. Similarly, the task of distributing the points which
should get distributed to the right of () is accomplished using
two kernels and one scan. The label values will also be
updated simultaneously while redistributing them because all
the points which are to the left (right) of ) will have same
label value. Figure 2 illustrates the graphic representation of
the execution of the algorithm. Figure 3 illustrates the arrays
L and R along with marker array (used for differentiating
upperhull and lowerhull problems) at the end of each iteration
of the algorithm.

As further improvements to our implementation, we have
reduced the number of kernels (from 6 to 3) and number
of scans (from 3 to 2) required for peforming the steps 17-
23. In our new implementation, one kernel marks the points
with negative perpendicular distance and one kernel marks the
points which should get distributed to the left of (). Two scan
operations are peformed on the result of above two kernels.
The third kernel launched with n/512 blocks compacts and
redistributes points in L array at the same time. We have
further reduced the total number of global memory accesses by
loading the required portion of ineg, neg, ind, ond, sindex
arrays. A separate kernel is launched with n/512 blocks for
updating the labels of the points.

IV. EXPERIMENTAL RESULTS

Our experiments were run on an Intel i7 920 CPU with 8
MB cache, 4 GB RAM, and a memory bandwidth of 25 GB/s.
An NVidia GTX 280 GPU is attached to the afore-mentioned
CPU, running CUDA SDK Version 2.0.

A. Experimental Datasets

To understand the behavior of our implementation, we

conducted experiments on the following three datasets.

o« UNIFORM: The coordinates =z and y are chosen uni-
formly at random. These datasets serve to study the effect
of uniformly distributed data on the run time of our
algorithm.

e NORMAL: The coordinates x and y are chosen as
independent samples from the normal distribution. Such
data sets are also used in the work of [18]. We have taken
the mean value as 0 and variance as 1M for generating
the dataset.

« PARABOLA: Another important data set we used in
our experiments is a data set where all points lie on the
hull. To generate such a data set, we have used parametric
form of parabola (¢,¢2), for t =0,1,---,n.
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Fig. 3. Execution of quickhull
B. Results

We compare the performance of our implementation to that
of the best known sequential implementation for the same
problem. In our case, a good choice for this is provided by
Qhull [3] library. We have taken the code for Qhull library
and compiled on the above mentioned CPU.

The results of our implementation on the UNIFORM data
set are shown in Figure 4. In Figure 4, and also Figures 5-6,
the label GPU refers to our implementation of the convex
hull on the GPU and the label CPU refers to single-core
implementation of convex hull provided by the Qhull library.
A speedup of 13-14 compared to a sequential(single-core)
implementation of convex hull is observed. We remark that
if S is a set of uniformly distributed points in the plane, the
convex hull of S consists in average of just a few points
of S [8]. This data reduction plays a key role, since the
amount of data remaining in current iteration is, on an average,
significantly smaller than the size of the initial set S and
hence the time for finding the convex hull for a uniformly
distributed dataset is very less when compared to parabolic
data (see Figure 6).

The results of comparing our implementation on the NOR-
MAL data set are shown in Figure 5. Our implementation
achieves a speed up of 11-12 as can be observed from the
figure.
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Fig. 4. Comparison of the run-times of quickhull on GPU and CPU on
uniform distribution.
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Fig. 5. Comparison of the run-times of quickhull on GPU and CPU on
normal distribution.

Finally, results on the PARABOLA data set are shown in
Figure 6. Our implementation achieves a speedup of 16-17 as
can be observed from the figure. Our implementation performs
well in terms of speedup for the data when all the input points
lie on the convex hull. Though the number of iterations for
such datasets is higher, the amount of data remains unchanged
(remains huge) for every iteration thereby improving the
performance of GPU since GPU is best suited for large data
sets. The results show the scalability and practicality of our
implementation. We are only limited by the memory on the
GPU system, GTX 280.

C. Comparison with Existing Work

In [10], authors presented a parallel algorithm for building
the convex hull which was implemented on a T3E-CRAY
computer [2]. Our implementation achieves a speedup of 3-4x
for inputs size of 3M in random case over the above implemen-
tation on 65 processors. A parallel version of the Jarvis march
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Fig. 6. Comparison of the run-times of quickhull on parabolic data.
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Fig. 7. Comparison of the run-times of quickhull on CellBE and PPE on
uniform distribution.

algorithm is presented in [6] on an IBM-SP2 machine with 16
processors. Compared to [6], our implementation achieves a
speedup of 10x for an input size of 2M. Another work in this
area is [14], where the performance of the quick hull algorithm
is studied on various architectures like Digital, Hitachi, SGI
etc. We could not compare with this work because of lack of
absolute data in the work.

D. Experimental results on Cell-BE

The algorithm discussed above was also implemented on
a CellBE blade server. The host was running Fedora Core 8,
with Cell-BE SDK/Toolkit. The results of our implementation
on the UNIFORM data set are shown in Figure 7. In Figure
7, the label GPU refers to our implementation of the convex
hull on the CellBE and the label CPU refers to sequential
implementation of convex hull on PPE which is provided by
the Qhull library. A speedup of 2-4 compared to a sequen-
tial(PPE) implementation of convex hull is observed. Similar
results were observed on the normal data set also.

E. Lessons Learnt from our Study

When developing computational geometry algorithms on
architectures such as GPU, one has to keep the following
points in mind to arrive at an efficient implementation.

o If the algorithm has irregular memory accesses, it is
important to reduce such irregular memory accesses.
Irregular memory accesses, in general, impose a huge
performance penalty on architectures that have a deep
memory hierarchy.

o It is also important to modify the algorithm suitably so
as to adapt it to the programming model of the target
architecture. GPU requires a large number of threads to be
in flight so as to achieve good performance. In our setting,
we have combined the processing of the lower and upper
convex hulls in the first iteration of the algorithm by using
suitable flags to guide processing.

« Finally, it is also important to use highly efficient prim-
itives such as scan [19] for standard tasks. These primi-
tives are highly optimized and hence help in arriving at
efficient implementations.

V. CONCLUSIONS

We have presented here an algorithm that is practical on
the GPU, and gives good performance across various input

types. Thus, further applications such as half-plane intersection
can be implemented using our method. As explained earlier,
the quick hull algorithm can be easily extended to higher
dimensions. So we wish to implement convex hull on higher
dimensions in future.
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